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Abstract—In cases where an unknown intruder is using a
computer we are often left attempting to attribute who they
are. By using behavioural biometrics we can attempt to derive
traits based on keystroke dynamics. Using hold times of keys,
which we average and split into six groups based on rows and
hand, we examine our ability to detect handedness. We present
a novel method of identifying handedness and compare this
to J48, Neural Network, and Random Forest machine learning
algorithms. We ﬁnd Random Forest the most effective method
for handedness detection with an accuracy of 94.5% and a
Kappa of 0.79. To our knowledge this is the best result achieved
in handedness detection, and the only work using behavioural
biometrics to identify handedness in long text.

I. I NTRODUCTION
Security is a key research area in computer science [1].
Security systems restrict access of computers to only
authorised users. Various approaches have been used
including passwords [2], authorisation cards/applications [3],
or ﬁngerprints [4]. These three types of authentication satisfy
the three factors of access control; something you know,
something you have, and something you are.
Using only one factor is often not sufﬁcient. Two-factor
authentication is widely used, particularly in online services.
Two-factor authentication suffers from a simple problem.
Three-factor authentication would also suffer this problem.
Once entry has been allowed there is no further checking
that the user is who they purport to be [5]. There are several
situations in which this becomes a problem. A genuine user
logs in, walks away, forgetting or not bothering to lock their
computer, and an intruder opportunistically attacks. Or, an
intruder has gained access to a genuine users password. Or,
a genuine user willing allows an unauthorised person access
to their account. These situations allow an unauthorised user
access that is not easily detected.
For general users this may not be a problem, however
in use cases that deal with sensitive information ensuring
that only intended users have access to this information is
of the utmost importance. Such use cases include police
departments, hospitals, access to intellectual property, etc.
Police departments need to know who has accessed case ﬁles,
as it is a security risk if evidence is compromised or leaked.
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Hospitals are required by law in some countries to restrict
or record access to patient information [6]. Businesses with
intellectual property and other business secrets would also
see this as beneﬁcial.
This brings about questions such as, how often is regularly
enough, and what happens if the intruder has compromised the
credentials. We can request users to re-enter their password
at predeﬁned intervals. However the biggest ﬂaw in this
approach is that the genuine users workﬂow is disrupted [5].
This breaks one of the key rules of developing usable security.
People will not use software that disrupts their workﬂow [9].
Useful solutions will not require the user to perform actions
that are not a part of their standard behaviour.
Continuous authentication solves this problem [7]. Users are
required to repeatedly prove authorisation to identify when
the above scenarios occur and prevent their negative effects.
These approaches require veriﬁed typing samples from the
criminal for identiﬁcation.
It is not always possible to directly identify an individual,
as this requires having other veriﬁed samples of that users
typing [8]. We still want to identify traits about the unknown
user for forensic proﬁling. Traits of interest include age,
gender, ethnicity, computer experience level, handedness, etc.
We have chosen to focus on handedness as it is a logical
starting point that we expect to ﬁnd a strong correlation for,
as typing is performed using hands.
Additionally understanding the type of information that
can be collected about users online is becoming increasingly
important [10]. By studying and publishing results on this
topic the public awareness side of the security industry is in
a better position to present facts rather than discussing only
what is theoretically possible.
II. BACKGROUND AND R ELATED W ORKS
In cases where an unknown intruder is attempting to use a
computer we are often left attempting to identify who they are
based on outside information such as CCTV, building access,
or witness statements. By using behavioural biometrics to
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derive traits about the intruder. We can then offer digital forensics the additional avenue of investigation known as proﬁling,
which currently exists in many other types of forensics [11].

as handedness, gender, age, etc help in increasing accuracy of
these methods [26].

A. Demographic Attribution

As discussed in II-B we showed that research has largely
been focussed on detection during initial authentication. For
reason’s discussed in Section I we are interested in identifying
users during general, or continuous, use.

Proﬁling and biometric analysis are of interest in both
police and academic environments. Early research in this
area was on ﬁngerprint identiﬁcation [12], [13]. Later works
such as footprint analysis [14], [15], [16] furthered this
attribute detection research. As computers became more
common we saw signiﬁcant advancements, particularly in
facial recognition [17], [18], speech recognition [19], and gait
analysis [20], [21]. Recently that we are seeing these existing
approaches be adapted to allow for demographic attribution
as well.
Examining ﬁngerprints or hand shapes has shown that
it is possible to identify gender [12] and age [13]. This
identiﬁcation is done through the examination of ridges,
valleys, and white lines to establish wether participants are
male or female.
Facial recognition goes further and can be used to detect
gender [17], age [22], and ethnicity [18]. Facial images are
normalised and features such as size of and distance between
eyes, nose, and mouth are used.
Footprint analysis has been proven to be able to detect
height [14], weight [15], gender [23], and ethnicity [16].
Features include foot length, width, and print depth. These
features are then used with data mining techniques and a
results determined.
Speech recognition has been used to determine the age
and gender. Identiﬁcation is performed using Gaussian
Mixture Models (GMM’s) and Support Vector Machines
(SVM’s) [19].
B. Behavioural Biometrics/Keystroke Dynamics
Behavioural Biometrics studies ways to identify people
based on their behaviour [24]. Behavioural Biometrics is
not limited to only computer usage behaviour. For example,
spending patterns have been used to detect whether credit cards
have been stolen [25]. In regards to behaviour on a computer
the majority of research has been on identiﬁcation during
password authentication [26], [27], [28]. These approaches
selectively take features such as down times (Down to up),
ﬂight times (Up to down), and latency time (Down to down)
and then extract patterns. These patterns can be established
through the use of Partial-Pattern-Matching (PPM) [29], list
disorder [7], and distance measures [27]. Once a pattern for a
particular user is established using the chosen method any new
attempts to log in will be checked against this pattern. If the
authentication attempt matches the existing proﬁle then access
is granted. It has been proposed that matching to traits such

C. Continuous Authentication

There has been sparingly little research on continuous
authentication. Most notably the work by Katherine
Hempstalk [30] in identifying users while typing emails. In
her thesis she replicated several works considered the stateof-the-art [7], [29], recorded a new dataset of 2,897 samples
from 19 participants, and ﬁnally proposed a new one-class
classiﬁcation technique for continuous typist veriﬁcation [31].
At the time of publication we were unable to ﬁnd any
other research attempting to detect handedness for continuous
authentication. The nearest example is handedness detection
during password authentication [26]. Although being
noteworthy, the real world applicability of these keystroke
dynamic studies during password authentication is limited.
Not all users have the same password as what is used in
the study. The computational cost to build new models is
expensive. It is also impossible without having a corpus of
other people typing the same password.
III. DATA C OLLECTION M ETHODOLOGY
To properly test the accuracy of a demographic identiﬁcation
solution the dataset that it is being tested against must properly
represent the behaviour of the users. A myriad of factors can
affect the quality of such a data set.
The most difﬁcult choice for the design of our experiment was
comparing control of what is typed with giving the users the
freedom to type what they wanted. When we strictly control
what is typed it makes it easier to compare samples between
users, but makes the sample less representative of reality.
This is a problem that is not directly addressed in previous
research, as all users having the same password defeats the
purpose of passwords. When we freely allow the user to
type what they want their behaviour is more realistic, but
identiﬁcation can begin to rely more on what is typed rather
than how it is typed. Basing detection on the words used is a
common approach in authorship attribution [32]. This differs
from behavioural biometrics where we are interested in how
the words are typed.
We felt that having users type out several seperate extended
passages would give the best compromise between these two
extremes. The errors of the users typing are still included, but
it is still possible to compare users typing the same passage,
or users typing different passages.
Rather than developing typing test software we used
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the typing tests available on www.typingtest.com. At the time
of our experiment this site had 7 passages available, and the
time period used was 5 minutes. It should be noted that this
will create variations in the length of users samples as some
users will type at speeds faster than others.

handedness. On their consent forms participants were asked
whether they were left or right handed. Of the participants
that provided samples 11 were left handed and 54 were
right handed. This translates to 17% left-handed and 83%
right-handed. It should be noted that 17% left handedness
is signiﬁcantly higher than the 10-12% usually found in
Western population studies [36].
Log ﬁles generated by the recording application capture
the typing data of participants. The encoding used is standard
ASCII [37]. Each event is recorded on a single line with
values separated by a space (0x20) with the ﬁnal value being
followed by a line feed byte (0x0A). The format can be seen
in Table I and is explained further below.

A custom application was developed to record the typing in
our format, which is explained below. The application uses
the GetSystemTimeAsFileTime function to retrieve “a 64-bit
value representing the number of 100-nanosecond intervals
since January 1, 1601 (UTC)” [33]. However in our testing it
was found that our implementation was only able to record in
approximately 150 microsecond increments even though the
value given is in 100 nanosecond intervals. The application
uses the GetAsyncKeyState [34] function to check which
key’s on the keyboard are pressed.

As can be seen in Table I each line is broken up into
4 segments by spaces. The number of segments will depend
on the input device that is being recorded. The recording
application has been designed to record a variety of other
inputs not used in this research, such as mouse movement.
Keyboard events are the only events of interest , which have
the value ‘2’.

Our next choice was to use a desktop or a laptop. In a
similar previous experiment that we ran, we found that
organising users to come to a test lab added a step of
difﬁculty to the experiment. By bringing the test environment
to the user more people are willing to take part. For this
reason a laptop was used. The laptop that we used was a
Dell Latitude E6520 with a 2.5GHz i5 and 8GB RAM. It
should be noted that laptop keyboards have a shorter travel
distance than full size desktop keyboards. So although we
expect ﬁndings would be consistent on a desktop keyboard
that is not assured by this research. The participants were
required to use the built in keyboard in the laptop rather
than any external keyboard. This is to ensure consistency
between samples, as using different keyboards has shown to
signiﬁcantly effect results [35].

The ﬁrst value is the time value of when the event
occurred. This is value is the number of 100-nanosecond
intervals since January 1, 1601 (UTC) [33].
The second value, as discussed above, is the event type. ‘1’
is mouse actions, such as movement, clicking, scrolling. ‘2’
is keyboard actions, these occur when a key is pressed or
released.
The event-speciﬁc value types for keyboard events, with
examples, can be seen in Table I. The ﬁrst keyboard-speciﬁc
value, ‘pressed’, is a boolean of whether the key is pressed or
released, i.e. 1 is pressed, 0 is released. The second keyboardspeciﬁc value is the key which was pressed. For alphanumeric
and punctuation keys their value is provided. Other keys
are assigned a label enclosed in angle brackets (‘<’ and
‘>’). Examples of this include ‘<space>’, ‘<f12>’, and
‘<shift>’. Unknown values are stored as ‘<unknown>’. An
example of this can be seen in Table I.

The laptop was provided to the users in their ofﬁces at
the University of Waikato. This allows them to type in
a familiar environment rather than a fully controlled, and
unfamiliar, test environment. Distractions were minimised by
closing ofﬁce doors. All testing was completed between the
hours of 9am and 5pm local time (UTC +12).
As a part of an ongoing collection effort the users were
selected by asking people that were available to the us if
they would be interested in participating. For this reason the
majority of users are Computer Science staff and students.
The demographics may not be truly representative of any
population outside the university.

The discussed format has been used because we felt it
maximises the information available to us, while minimising
the storage requirements. For example, all our 5 minute
samples required less that 50 kilobytes of storage each. This
is notable as several participants typed in excess of 80 words
per minute, signiﬁcantly faster than an average typist. If we
were to extrapolate that out to an 8 hour working day less
than 4,800 kilobytes would be required per user per day, and
that would be assuming they were typing at full speed for 8
hours nonstop.

Our current collection effort is aiming to collect 7 typing
samples from a minimum of 100 people. As this is ongoing
we were only able to use part of the to-be-completed dataset.
At the time of publishing we were able to use 421 samples
from 65 participants. These participants were selected from
the available dataset for having a minimum of 2 samples
provided so far.

Although it maintains a small ﬁle size per log the number
of features capable of being extracted from this format
meet the requirements of many previous attempts at user

The most important attribute for this research is their
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Time
131326297988391930
131326297989191976
131326297990092027
131326297990792067
131326297992182147
131326297992982193
131326297995872358
131326297996672404
131326297999362557
131326298000052597
131326298001452677
131326298002052711
131326298004042825
131326298004642859
131326298007833042
131326298008433076
131326298017203578
131326298017793612
131326298026664119
131326298026664119
131326298028064199
131326298028654233

Separator
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20

Input
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2

Separator
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20

Pressed(1)/Released(0)
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1
1
1
0

Separator
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20
0x20

Key
h
h
e
e
l
l
l
l
o
o
<space >
<space >
w
w
o
o
r
r
l
l
d
d

End-Of-Line
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A
0x0A

TABLE I
A N EXAMPLE OF THE LOG FORMATTING USED . N OTE ANYTHING PREFIXED BY 0 X IS A ASCII CODE FOR A BYTE IN THE LOG . T HIS EXAMPLE HAS
‘ HELLO WORLD ’ BEING TYPED .

identiﬁcation, such as [7], [8], [29]. As the timing of each
event is recorded it is possible to link events together to
extract hold times, ﬂight times, latency, bi-graphs, tri-graphs,
errors, etc. Extracted features can then be used for further
analysis. This is a signiﬁcant beneﬁt over approaches that
would instead record one of these value at collection time. It
also means that it is possibly to easily test any new solutions
that might be found in future as the time stamping of events
allows the experiment to be artiﬁcially repeated.
The downside of this approach is what is often considered
to be a signiﬁcant advantage of many existing solutions. The
participant is afforded no privacy in what they have typed. For
example, approaches that only record digraph times can use
random distributions of the digraphs in storage in an attempt
to preserve the privacy of the user. While this approach may
possibly provide an additional protection to the user, this has
not been proven or tested to the best of our knowledge. We
felt that this tradeoff was acceptable given that in our case the
users type no sensitive data. Data being typed in work places
should be sensitive on the business level rather than the user
level, although this will obviously vary from place to place.
Privacy concerns have been correctly raised as an important
issue in the acceptance of this type of security software in
the past [38].
IV. D ETECTION A LGORITHM
Once our dataset was collected we had to identify the
factors that were important to user identiﬁcation to base our
identiﬁcation approach on. One of the key factors is industry
adoption of technology is cost, this can be split into the cost
of adoption and on-going costs.

As our collected dataset does not require any specialist
hardware this signiﬁcantly reduces the adoption cost relative
to some other approaches. Therefore our goal is to also
minimise the ongoing costs while maintaining an acceptable
level of accuracy.
It is comparatively computationally expensive to compare
new samples to a database of already identiﬁed samples
rather than comparing to precomputed values. This expense
is exacerbated the further the database grows. The downside
is that the application does not become more accurate with
increased usage.
In our early stages of testing the data we found that
users tend to be fast in pressing keys using the hand that
matches their handedness. That is, right handed people have
a lower downtime of keys on the right-hand side of the
keyboard. Our splitting of the keyboard can be seen in Fig. 1.
Keys in the area marked left hand are pressed with the
left hand. Keys in the area marked right hand are pressed
with the right hand. It should be noted that ‘B’ is not marked
in either hand zone. This is because the hand used to press
the ‘B’ key tends to vary from person to person. It should
also be noted that during this analysis we only considered
alphabetical keys, and no consideration was made for keys
pressed with the shift key held.
Although this initial testing provided interesting results,
discussed further in Section V, a higher level of accuracy was
required for the approach to be useful. This led to testing
various other approaches. Of these the splitting of keys into
rows and comparing relative rows of each hand showed a
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However if the vote is split as either 1 each of left and right,
or 3 votes neutral then that error margins are ignored and
new votes cast purely on above or below the split point. If
a ratio is identical to the split point then ‘neutral’ vote is
always cast, this can result in the outcome being unknown
handedness, although we did not have this occur during our
testing.

Fig. 1. Left/Right split used in this experiment.

Fig. 2. The keyboard is split into six segments: Upper, Middle, and Lower,
which each have a Left and Right.

drastic improvement over the simple All-Lefts to All-Rights
comparison. As the ﬁngers of a typist rest on ‘asdf’ and ‘jkl;’
it would make sense that the values for these keys would
vary from the rows above and below as there is little-to-no
ﬂight time from rest. We split the keys into six unique keys
sets, which can be seen in Fig. 2. It should be noted that ‘B’
is once again not considered a part of any row.
The downtimes from each row’s left and right are collected
and then averaged, and then compared to give a ratio for
each row. The ratio is compared to a split point value and
a margin of error, in our case 1.0 and 0.05 respectively, to
determine the row’s handedness vote.
For example, if the left hand upper row had six samples with
an average time of 1,200,000 and the right hand upper row
had 8 samples with an average time of 950,000 the ratio
for the upper row would be 1.26316. If we compare this
to a default input value of 1 and a error margin of ±0.05
the result would imply that the user is right handed. This is
performed for each pair of rows to get a result for each pair
of rows.
Once a result has been determined from the three pairs
of rows they each vote on the handedness of the participant.
If the ratio is above the split-point and outside the margin of
error a ‘Right’ result will be returned, similarly if it is below
the split-point and outside the margin of error a ‘Left’ result
will be returned.
If a majority of Left or Right votes are returned it is
determined that the participant is relevant handedness.

The approach is much simpler to understand as pseudocode
as shown in Algorithm 1:
Algorithm 1 Pseudo code
1: for Each Keypress do
2:
if U pperRowLef tKey then
3:
UpperRowLeftCounter++
4:
UpperRowLeftTotal += holdtime
5:
else if U pperRowRightKey then
6:
UpperRowRightCounter++
7:
UpperRowRightTotal += holdtime
8:
else if M iddleRowLef tKey then
9:
MiddleRowLeftCounter++
10:
MiddleRowLeftTotal += holdtime
11:
else if M iddleRowRightKey then
12:
MiddleRowRightCounter++
13:
MiddleRowRightTotal += holdtime
14:
else if LowerRowLef tKey then
15:
LowerRowLeftCounter++
16:
LowerRowLeftTotal += holdtime
17:
else if LowerRowRightKey then
18:
LowerRowCounter++
19:
LowerRowTotal += holdtime
20: Calculate row left and right averages
21: Calculate row ratios
22: Rows vote to classify handedness
V. R ESULTS AND A NALYSIS
In our experiments we used the 421 samples discussed in
Section III. Using our row splitting approach we obtained an
accuracy of 79.8%. When we used a simple all lefts to all
rights to generate a ratio we achieved an accuracy of 77.4%.
This shows that accounting for the different rows does affect
accuracy, though not enough to make a signiﬁcant impact.
Although a result of 80% accuracy is a good result to
see, especially in extended general case such as this, it is
important that this is shown with an understanding of the
demographic the problem is considering. If the population
was split 50/50 left handed to right handed this would be
a favourable result. Unfortunately this is not the case. Left
handedness has been recorded in varying percentages around
the world. Large scale surveys in Western society have come
up with a results of around 10% of the population being left
handed [36]. As our results do not match this 10% threshold
it would be more accurate to simply assume everyone was
right handed or ignore handedness in demographic testing,
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neither of which are ideal solutions.

Results
Accuracy
Per Key Average
J48
87.9%
Neural Network
91.7%
Random Forest
91.9%
Per Row Average
J48
88.1%
Neural Network
92.4%
Random Forest
94.5%
Row Ratios
J48
87.6%
Neural Network
88.8%
Random Forest
89.1%
Classiﬁer

Our accuracy rate remained consistent between left and
right handed groups. 53 out of 65 (81.5%) left handed
samples were correctly identiﬁed. 283 out of 356 (79.5%)
right handed samples were correctly identiﬁed. This results
in a Kappa statistic of 0.44, showing a moderate correlation
does exist.
A. Comparison to Common Machine Learning Techniques
In order to see how our approach compares to three current
machine learning techniques we extracted 3 summaries of
statistics. Although these are intended as a comparison it
should be noted that only the third summary is directly
comparable to our approach. The three summaries are as
follows:
•
•
•

Per Key Average - The average hold time for each
alphabetical key
Per Row Average - The average hold time per row for
alphabetical keys
Row Ratios - Hold time for the average of the left hand
side of each row divided by the right handed side of
each row.

We then applied J48, Neural Network, and Random Forest
Machine Learning approaches using WEKA [39]. All testing
is done with 10-fold cross-validation. Results were gathered
in the form of accuracy and Kappa statistic. The Kappa
statistic reﬂects whether classiﬁcation is due to a model
actually determining class or by chance alone. In Landis and
Koch’s deﬁnition of Kappa statistic they explained the statistic
in ranges of x<=0.0 as Poor, 0.00-0.20 as Slight, 0.21-0.40
as Fair, 0.41-0.60 as Moderate, 0.61-0.80 as Substantial, and
0.81-1.00 as Almost Perfect [40]. Due to the unbalanced
nature of handedness data Kappa statistic is a better measure
than accuracy. We see the extreme of this in the case of all
samples being labelled right handed, which would give an
accuracy of 83% and a Kappa statistic of 0.

Kappa
0.57
0.70
0.65
0.58
0.70
0.79
0.49
0.53
0.58

TABLE II
ACCURACY AND K APPA RESULTS FROM M ACHINE L EARNING
ALGORITHMS ON VARIOUS DERIVED DATASETS

once all hidden layers are passed through are used to classify
the instance.
The Random Forest technique uses multiple decision trees to
classify instances. In our case we used 100 decision trees.
These decision trees work in a similar way to the J48 tree
explained above. The trees all cast a vote for classiﬁcation.
The majority vote is considered the classiﬁcation.
From the results in Table II we can see that they all
achieve better accuracy and Kappa statistics than our
approach. Notably the best result is achieved by using the Per
Row Average dataset, and a Random Forest classiﬁcation.
An accuracy of 94.5% and a Kappa statistic of 0.79 shows
that a substantial correlation exists with average press times
per row. This result is signiﬁcantly better than the only
other research we found identifying handedness through
keystroke dynamics, which had an accuracy of 87.8% and
a Kappa statistic of 0.71. Though interestingly we see the
Kappa statistic drop signiﬁcantly with the Row Ratio dataset,
showing that comparing non-matching rows produces better
results.
B. Usefulness for Attribution

The J48 tree technique uses the C4.5 algorithm to generate a
tree to determine handedness. The Neural Network approach
used a learning rate of 0.1 and was trained for 10,000 epochs.
The Random Forest approach uses 100 random trees which
each vote on the handedness.
The J48 technique uses a single decision tree to classify
instances. Decision trees start at a root that checks a single
variable, such as ‘a’ hold time <700,000. This decision will
then either lead to a classiﬁcation node or more decision
nodes. Once a classiﬁcation node is reached, that is the
classiﬁcation that is used.
The Neural Network technique uses back propagation
to classify instances. Hidden layers of nodes multiply inputs
by values which are fed into further layers. The output values

As was brieﬂy described in Section II, any information
that we can gather about an unknown intruder can aid in
their identiﬁcation, also known as the attribution of the crime.
Although the accuracy was below our expectation, having
some idea of the handedness of an individual, especially
when coupled with other traits, can be used to prioritise a list
of suspects, to maximise investigation efﬁciency.
Further testing on minimum required typing sample to
give accurate results is also necessary as relying on an
individual to type for 5 minutes before a result can be
determined is not practical for real world application.
VI. C ONCLUDING R EMARKS
This research helps with attribution of malicious insider
crime as discussed in Section I and Section V-B. With
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accuracy of approximately 80% and a Kappa of 0.44
the results of our novel technique were positive, but not
accurate enough to be practicable. This is only a starting
block for further research in this ﬁeld. We expect to see the
accuracy reach levels to make techniques useful for practical
application quickly. We see this in our comparison to machine
learning approaches.
Results of 94.5% accuracy and a 0.79 Kappa statistic
on the Per Row Average dataset for the Random Forest
approach are positive to see.
Further research needs to be done on developing and
tuning the algorithms to detect handedness. When we used
machine learning algorithms with average hold times we
found better results using row based features rather than the
individual keys features. Additionally there is little research
on identifying other features such as age, ethnicity, gender,
etc from typing patterns.
It is important that the public are able to understand
how they can be identiﬁed online or by computer systems
without purposely revealing their identity. This can be in the
form of direct identiﬁcation, or trait identiﬁcation, such as
handedness, gender, age, occupation etc.
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